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Fig. 1. Given an input video that contains color-confusing regions to CVD audience (e.g. the brown eagle and the green grass), we train a deep neural network
to generate a binocular video pair that can be simultaneously shared by CVD and normal-vision audiences. Instead of generating the left and right videos
independently which may exhibit color inconsistency and violation of binocular constraints, we propose an indirect approach to maintain the color consistency,
the temporal coherence, as well as all binocular constraints. We generate the temporal-coherent polynomial coefficients and linearly combine with basis
images to construct the final left and right videos.

To share the same visual content between color vision deficiencies (CVD)
and normal-vision people, attempts have been made to allocate the two
visual experiences of a binocular display (wearing and not wearing glasses)
to CVD and normal-vision audiences. However, existing approaches only
work for still images. Although state-of-the-art temporal filtering techniques
can be applied to smooth the per-frame generated content, they may fail to
maintain the multiple binocular constraints needed in our applications, and
even worse, sometimes introduce color inconsistency (same color regions
map to different colors). In this paper, we propose to train a neural network
to predict the temporal coherent polynomial coefficients in the domain
of global color decomposition. This indirect formulation solves the color
inconsistency problem. Our key challenge is to design a neural network to
predict the temporal coherent coefficients, while maintaining all required
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binocular constraints. Our method is evaluated on various videos and all
metrics confirm that it outperforms all existing solutions.
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1 INTRODUCTION
There are about 4.5% of the entire human populationwho suffer from
various degrees of color vision deficiencies (CVD). It is common for
CVD people to share the same visual content with normal-vision
individuals. Researchers have made attempts to enhance the shar-
ing of visual content between CVD and normal-vision audiences
by using stereoscopic displays [Chua et al. 2015; Shen et al. 2016].
The idea is to generate an output image pair from an input image,
and feed the output to a stereoscopic display. Only the CVD audi-
ences will wear stereoscopic glasses, which can help them better
distinguish the colors that are originally confusing to them. In the
meantime, the visual experiences of normal-vision audiences will
not be affected.
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Existing approaches cannot be directly extended to video due
to their temporal incoherency and computational inefficiency, and
hence their practical usage is significantly limited. In this paper, we
propose the first practical solution for fast synthesis of temporal-
coherent colorblind-sharable video. Our fast solution is accom-
plished by a convolutional neural network (CNN) approach. Al-
though the state-of-the-art video-to-video translation network [Wang
et al. 2018] can suppress the flickering, it does not ensure the color
consistency, i.e. the same-color regions remain the same in color
after recoloring. For example, both the floor and the back of chair
in Figure 2(c) exhibit color inconsistency artifact. The underlying
reason is the local nature of CNN during the direct image generation,
as well as the insufficiency of color constraint.

To avoid the color inconsistency, one must constrain the recolor-
ing process so that similar colors remain similar after the process.
Due to this global constraint, we propose to use a global color trans-
formation formulation. It first decomposes the color channels of
each input video frame into several basis images and then linearly
recombines them with the corresponding coefficients (Figure 1, mid-
dle). Instead of directly generating the pixels, we generate these
indirect coefficients. This indirect formulation offers sufficient con-
straint on the global color consistency, by trading off the flexibility
of per-pixel processing. Such polynomial transformation has been
applied in other applications [Lu et al. 2012; Wolf 2003]. This trans-
formation can decompose any single image, without relying on a set
of images. It mainly operates in the color space and is independent of
the image content. This matches our recoloring application well, as
we do not want to alternate the image content. Our major challenge
is how to generate the temporal-coherent polynomial coefficients.
In this paper, we propose to train a convolutional neural network
to predict these temporal-coherent coefficients (Figure 1, right).

Besides the color consistency, our generated colorblind-sharable
video also needs to satisfy four constraints, including the color
distinguishability (CVD audiences can better distinguish colors),
the binocular fusibility (left and right views of CVD audiences can
perceptually fuse), the color preservation (normal-vision audiences
hardly observe difference to the original video), and temporal co-
herence (no flickering for both CVD and normal-vision audiences).
Instead of generating the left and right videos separately, we train
our network to predict temporal-coherent coefficients for generat-
ing a single difference video (between left and right views), which in
turn to generate the binocular pair (Figure 3). Through this formula-
tion, our model implicitly learns the binocular constraints required.
Our training is unsupervised and directly optimizes the above four
constraints, and hence relieves the burden of preparing paired train-
ing data.

To evaluate our method, we conduct qualitative and quantitative
experiments as well as the user study. All results confirm that our
method can generate convincing colorblind-sharable videos. Our
contributions can be summarized as follows:

• We propose the first method to rapidly generate temporal-
coherent and visually-shareable videos for CVD and normal-
vision audiences, using a CNN-based approach.

(a) Input video (c) Vid2vid (d) Ours (b) Original

Fig. 2. Given an input video (a), we generate a binocular video pair (d).
Compared to Vid2Vid result (c), our result maintains both the temporal
consistency and the spatial color consistency.

• We propose an unsupervised learning scheme to train the
model by optimizing an objective function of all above visual-
sharing constraints. So the burden of collecting paired train-
ing data is relieved.

• We propose a novel indirect solution that generates temporal-
coherent parameters to a difference video, instead of directly
generating pixels of left and right videos. This formulation
ensures the global color consistency.

2 RELATED WORK

2.1 Visual Sharing with CVD
Tinted glasses have been proposed to enhance the color distinguisha-
bility for CVD audiences by filtering light in certain wavelengths.
Wearing the glasses allows CVD people to share the same visual
content with normal-vision people. However, such color filtering is
not visually comfortable, and it hurts the depth perception of CVD
audiences. For sharing the digital content, various methods have
been proposed to recolor the image/video [Spe 2015; Huang et al.
2007] or overlay texture patterns on color-confusing regions [Sajadi
et al. 2013] for enhancing CVD color distinguishability while mini-
mizing the color change. However, even though the color change or
overlayed patterns are optimized, visual experience of normal-vision
people is still affected.

Recently, researchers attempted to enhance the sharing of visual
content between CVD and normal-vision audiences by utilizing
stereoscopic display [Chua et al. 2015; Shen et al. 2016]. The idea is
to allocate the two visual experiences (with and without wearing
glasses) to CVD and normal-vision audiences. The CVD audiences
could perceive better distinguishability by wearing glasses, while
the normal-vision audiences can still enjoy the original visual ex-
periences and no glasses is needed. In particular, Chua et al. [2015]
proposed to identify the color-confusing regions via segmentation
and only modify the colors of those regions. Shenmethod [Shen et al.
2016] is proposed to generate the image pair via an optimization-
based approach. Their method starts with a random initialization
and optimizes in a gradient descent fashion. While Shen method can
generate good quality results, the initialization is randomly guessed
so that a bad initialization may lead to a result that cannot meet
the constraints. More importantly, both Chua and Shen methods
are only designed for still images. Both methods cannot be directly
extended to video due to their temporal incoherency and computa-
tional inefficiency, which significantly limits their practical usage.
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More recently, Hu et al. [2019] utilized CNN to generate visually-
shareable still image pairs. However, their model is supervised by
the results from Shen method, and their performance is still not
promising. Their results also suffer from the color inconsistency
as their method imposes no constraint on the color consistency.
Furthermore, their method is only designed for still images.
In contrast, our learning-based approach can stably generate

high-quality results, as learning-based method optimizes for the
distribution of a vast amount of training data, while traditional op-
timization methods, e.g. Shen method, optimize solely based on one
particular input instance and may be highly affected by the initial-
ization. Comparing to Hu method [Hu et al. 2019], our method is
unsupervised by nature, and hence our performance is not bounded.
Such unsupervised learning scheme has also been demonstrated
as an useful tool for image manipulation tasks [Fan et al. 2018].
Moreover, our polynomial transformation effectively avoids the
color inconsistency. Furthermore, our method is recurrently trained
for predicting temporal coherent coefficients, and hence solves the
temporal inconsistency problem of previous methods.

2.2 Temporal Coherence in Video
While there exists various image processing filters, several methods
have been proposed to extend these image-based filters to video with
temporal coherence. Many of them are only applicable to certain
image filters, including both traditional methods [Aydin et al. 2014;
Bonneel et al. 2013, 2014; Kong et al. 2014; Wang et al. 2006; Ye et al.
2014] and deep learning based methods [Chen et al. 2017; Jiang et al.
2017; Sajjadi et al. 2018]. Althoughmore general temporal coherence
enhancement methods have been proposed [Lang et al. 2012; Paris
2008], the formulation of applied image processing filters has to
satisfy certain assumption. Hence, on limited set of image filters,
they cannot be directly applied to our binocular case in which we
have a completely different problem setting.
Recently, several methods have been proposed to enhance the

temporal coherence for arbitrary image processing filters [Bonneel
et al. 2015; Lai et al. 2018; Wang et al. 2018]. While these methods
may produce temporally coherent videos, they do not consider the
dual video channels with binocular constraints as in our visual shar-
ing application. Individually smoothing the left and right videos
may violate the binocular constraints required in visual sharing. For
stereo/multi-view videos, methods have been developed to satisfy
the constraint among the views [Bonneel et al. 2017]. However,
different from our binocular fusibility and color preservation re-
quirements, they enforce the consistency of color values between
corresponding pixels of different views. Moreover, due to the local
adjustment of color during the smoothing, the above methods may
fail to preserve the color consistency over the whole image. In con-
trast, our color transformation approach effectively avoids the color
inconsistency problem of above methods.

Manchado et al. [2010] and Huang et al. [2011] also proposed to
synthesize temporally coherent videos where color distinguishabil-
ity is enhanced for CVD audiences. However, both methods are not
designed for the visual sharing purpose.

3 OVERVIEW
Given an input video that may contain color-confusing regions to
CVD audiences, our goal is to generate a colorblind-sharable pair
of left and right videos that satisfies four constraints, including the
color distinguishability (to help CVD audiences distinguish confus-
ing colors), the binocular fusibility (to ensure the two views form a
stable binocular single vision), the color preservation (to ensure no
change to the visual experience of normal-vision audiences), and
the temporal coherence. To do so, we build our system by two major
components: The CVDI-Net works on still images and the video
processing component, the CVDV-Net. We start by describing our
still image component CVDI-Net, followed by the video component
CVDV-Net.

Figure 3 overviews our CVDI-Net. Given an input image (or frame)
I , CVDI-Net generates a pair of left and right images {Ol ,Or } that
satisfies three out of four constraints above, excluding the temporal
coherence. To better learn the binocular contraints, we train our
network to generate a difference image D = Or −Ol between left
and right images, instead of generating Ol and Or separately. The
key idea to ensure the color consistency over the whole image is
to decompose the input image into a linear combination of basis
images and the corresponding k coefficients (Section 4). Instead of
directly generating the image pixels, we train our neural network to
predict the k coefficients. The output difference image D, and hence
{Ol ,Or }, are then indirectly computed as the linear combination of
the basis images with the predicted coefficients. This approach ef-
fectively avoids the local inconsistency color adjustment, and hence
ensures the color consistency over the whole image. The details
of our CVDI-Net, including the dataset preparation, the network
architecture, and the loss function are discussed in Section 5.
Our CVDV-Net derived from the CVDI-Net supports video pair

synthesis. The network overview is shown in Figure 4 . We design
the network so that when given an input video {It |t = 0, 1, ...},
CVDV-Net generates a difference video {Dt |t = 0, 1, ...}, such that
the pair of inferred left video {Ol

t |t = 0, 1, ...} and right video
{Or

t |t = 0, 1, ...} satisfies all four constraints above. The major
difference between CVDV-Net and CVDI-Net, is that the CVDV-
Net additionally takes the warped previous difference image Dt−1
and a confidence map Mt as input to account for the temporal
coherence. The warping is performed by computing the optical
flow between the previous It−1 and the current frame It with a pre-
trained FlowNet2 model [Ilg et al. 2017]. The video-based CVDV-Net
makes use of the image-based CVDI-Net as the basic building block.
Whenever there is disocclusion, the CVDI-Net is utilized to generate
the disoccluded pixels. The details of our CVDV-Net are presented
in Section 6.

4 IMAGE DECOMPOSITION AND CONSTRUCTION
For global transformation, we adopt the polynomial representation
as it is an intuitive mathematical formulation. Our approach decom-
poses the input image (or frame) into a linear combination of k basis
images and the corresponding k coefficients to ensure the color con-
sistency over the whole image. The network is afterwards trained
to predict the coefficients and generate the difference image based
on the linear combination of the basis images and the coefficients.
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Fig. 3. System overview for still image pair generation. Given an image I , CVDI-Net generates a difference image D between the left and right output images
O l and Or . Our key idea is to decompose the input image into a linear combination of k basis images and the corresponding k coefficients. Instead of
directly generating the image pixels, we train our neural network to predict the k coefficients. In the network, we use 8 convolution layers. Except for the last
convolution layer with stride 1, all convolution layers use 4 × 4 filters and stride 2. The first layer contains 32 feature maps. As the following layer being
downsampled, the number of feature maps doubles. The number of neurons for the two fully connected layers are 2,048 and 27, respectively.

We utilize the second-order polynomial formulation [Johnson
1996] to decompose our input image. Given an input image I repre-
sented in the RGB color space containing red Ir , green Iд , and blue
Ib layers, the second-order polynomial gives rise to 9 basis images
altogether, including Ir , Iд , Ib , Ir Iд , Ib Iд , Ir Ib , I2r , I2д , and I2b . With
these 9 basis images, we can reconstruct the Dr , Dд ,Db layers of
the output difference image D individually as the weighted combi-
nation of these basis images. Therefore, this leads to k = 9 × 3 = 27
coefficients in total to compute the difference image at one time
instance. The sequence of 27 coefficients over time is going to be
learnt and predicted by our network.

With the predicted difference imageD, we can compute the output
binocular image pair as Ol = I − D/2 and Or = I + D/2. However,
the color values in the constructed left and right images may exceed
the color range [0, 1]. Simply truncating the values to [0,1] with
O {l ,r } = max(0,min(1,O {l ,r })) may violate the color preservation
constraintOl +Or = 2I . Therefore, we propose to truncate the color
values in the difference image D, such that the constructed images
do not exceed the color range [0,1]. Mathematically, for each pixel
p in the input image, the maximal value of the difference image for
this pixel p is

|M(p)| = 2 ·min (I (p), 1 − I (p)) . (1)
So we truncate the difference image based on the calculated maximal
values for each pixel as

D∗ = max(min(D(p),M(p)),−M(p). (2)
Finally, the output image pair can be constructed as Ol = I − D∗/2
and Or = I + D∗/2.

5 STILL IMAGE PAIR GENERATION

5.1 Network Design
We start by introducing the CVDI-Net. Given a single color-confusing
image, our CVDI-Net generates a colorblind-sharable still image pair
without considering the temporal coherence. Our network takes an
image as input and outputs 27 floating number coefficients. Inspired
by the image-to-parameter network [Hu et al. 2018], our network
consists of 7 convolutional layers and 2 fully connected layers (Fig-
ure 3). A downscaling factor of 2 is applied to every consecutive
convolutional layers except for the last one. While the resolution
of the input image has to be resampled to 256 × 256 before feeding

to CVDI-Net, our system can actually handle input images of any
resolution because we only predict the 27 coefficients to generate
the output instead of generating raw pixels and the synthesis works
on the original resolution. Hence, there should be no detail loss in
the final output image pair.

We design the loss function with the color preservation term, the
color distinguishability term, and the binocular fusibility term to
guide the training. The mathematical form of these three terms are
similar to [Shen et al. 2016], but is slightly modified to meet our
constraints. The color preservation termmaximizes the dissimilarity
between the input image and the output image. It is defined as:

Lp = |(Ol +Or ) − 2I |. (3)
The color distinguishability termmaximizes the structural similarity
between the input image and the CVD-simulated output images. It
is defined as:

Ld = −
1
N

N∑
(S(T ·Ol (p), I (p)) + S(T ·Or (p), I (p))), (4)

where N is the number of pixels in the input image, p denotes a
specific pixel, T is the projection matrix from normal-vision color
space to CVD-vision color space. Since there are difference type and
severities of CVD individuals, the matrix varies among CVD indi-
viduals. During all our experiments, we adopt the matrix proposed
by [Machado et al. 2009] for the most severe type of deuteranopia.
S is a function to compute the local structural similarity, which is
defined as:

S(x ,y) =
2

n−1
∑n
i=1(xi − µx )(yi − µy ) + ϵ

σ 2
x + σ

2
y + ϵ

, (5)

where σx and µx are the standard deviation and the mean of the
local window centered at x , respectively. ϵ is a very small value to
avoid division-by-zero. The binocular fusibility term is to ensure
the left and right images can be stably fused into a single percept by
CVD audiences. Different from [Shen et al. 2016] that utilizes the
binocular fusibility measurement proposed by [Yang et al. 2012], we
adopt the formulation from [Zhang et al. 2019], and define it as:

Lf =
1
N

∑
N

(max(αG(T ·Ol (p)) −G(T ·Or (p)), 0)

+max(αG(T ·Or (p)) −G(T ·Ol (p)), 0)),
(6)

where
G(p) =

√
G2
x (p) +G

2
y (p), (7)
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and Gx (p) = A ~ p, Gy (p) = A′ ~ p. Here, ~ is the convolution
operator on a 3 × 3 window centered at p, A is the Scharr gradient
operator [Jähne et al. 1999]:

A =
1
16


3 0 −3
10 0 −10
3 0 −3

 . (8)

α is the parameter for fusibility enhancement and is set to 0.6 in our
experiments.
Finally, we have our loss function:

Limg = Lp + λdLd + λf Lf (9)
During the training, λd and λf are set to 100 and 1000, respectively.

5.2 Training
To prepare the training data, a large number of input images and
corresponding output difference image pairs are needed. Since our
system is tailored to improve the color distinguishability for CVD
audiences, the training data should at least contain a certain amount
of CVD-confusing colors. In particular, we collect 2 million in-
put images, where half of them are collected from the Flickr1M
dataset [Huiskes and Lew 2008] and the other half are collected
from the Places365 dataset [Zhou et al. 2018]. To determine whether
an input image contains confusing colors or not, we compute the
color contrast preservation ratio (CCPR) [Lu et al. 2012] between
the CVD-simulated input image and the original input image. Here,
the CVD-simulated image can be obtained by applying a CVD pro-
jection matrix [Machado et al. 2009] on the original image. The
CCPR metric ranges from 0 to 1. Higher value indicates better color
contrast preservation in the CVD-simulated image. In particular,
we set a CCPR threshold of 0.7 to select the CVD-indistinguishable
images. The final dataset contains 38,650 CVD-indistinguishable
images.
Nevertheless, the collected real images may only contain a lim-

ited combination of confusing colors. To enrich the coverage of
confusing colors, we further synthesize 200,000 images to cover
more combinations of confusing colors. We first compute a set of
confusing colors by identifying whether they are confusing to CVD
people but distinguishable to normal-vision people. In particular,
we measure the L2 difference between the two colors in both the
normal-vision and CVD-simulated domains. If the color difference
is large enough in the normal-vision domain but quite small in CVD
simulation, we define them as confusing colors. We search through
the RGB color spaces and identify over 900k color pairs according
to the previous color difference estimation. Then we synthesize the
color confusing images by randomly scattering 2-10 color pairs on
the canvas and then fill the whole image with multiple interpola-
tion algorithms, including nearest neighbor, bilinear, bicubic and
quadratic (Figure 5).

The network can then be trained in an unsupervised manner by
optimizing the Limg loss. However, the training takes a very long
time to convergence due to the large solution space. To accelerate
the training, we initialize the training with the pre-computed image
pairs to guide the training. Specifically, for each input, we generate
the colorblind-sharable image pairs with the existing image-based
visual-sharing solution [Shen et al. 2016]. Then we compute the
signed per-pixel difference to produce the guided difference image.

𝑤𝑎𝑟𝑝(𝐷𝑡−1) 𝐼𝑡 𝐷𝑡 𝑀𝑡  𝑂𝑡
𝑙  𝑂𝑡

𝑟 

𝑤𝑎𝑟𝑝(𝐷𝑡−2) 𝐼𝑡−1 𝐷𝑡−1 𝑀𝑡−1 𝑂𝑡−1
𝑙  𝑂𝑡−1

𝑟  

CVDV-Net 

Fig. 4. System overview for video pair generation. © UCF101 is copyright
owner of the input frame.

(a) Confusing colors (b) Nearest  (c) Bilinear (e) Quadratic (d) Bicubic 

Fig. 5. Different interpolants of synthetic color-confusing images.

During the first 30 epochs of training, we minimize the dissimilarity
between the output difference and the guided difference images. So
the temporary loss function for the first 30 epochs is defined as the
sum of L1 distance and the SSIM [Wang et al. 2004], Linit = LL1 +

LSSIM. After 30 epochs, we discard the temporary loss function
Linit and optimize Limg. With this approach, our training then
converges in 150 epochs.

6 VIDEO PAIR GENERATION

6.1 Network Design
The video pair generator CVDV-Net is based on the still image
counterpart. It has a similar network architecture as the CVDI-Net
except that the CVDV-Net additionally takes the warped previous
difference image Dt−1 and the previous confidence map Mt−1 as
input to account for the temporal coherence (Figure 4). With this
feeding, our CVDV-Net is able to take the previous frame into ac-
count, so that the predicted coefficients, for constructing the pair of
current frames, can be temporally coherent.

Given an input video sequence {It |t = 0, 1, ...}, we first compute
the optical flow between the previous frame It−1 and the current
frame It with a pre-trained FlowNet2 [Ilg et al. 2017] model to
warp across adjacent frames. Therefore, we can warp the previous
difference frame Dt−1 to obtain its warped frame warp(Dt−1) as
an additional input to the CVDV-Net. Here, warp(·) denotes the
warping operator. For the first frame I0, we set the values of the
warped previous difference frame and confidence map to 0 since
there is no temporal information that can be utilized.

However, when disocclusion happens, the disoccluded pixels can-
not be predicted from the previous frame. In that case, we directly
predict the disoccluded pixels without relying on the temporal in-
formation. In other words, we directly used the the result of the
CVDI-Net. To identify the disoccluded pixels, we compute a confi-
dence mapMt based on the warped previous frame warp(It ):

Mt (p) =

{
1, if ∥It (p) −warp(It−1)(p)∥ ≤ 0.02,
0, otherwise.

(10)

Here, ∥.∥ denotes the L2 norm of the RGB color channels. Intuitively,
we identify pixels as occluded where the warped previous frame are
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dissimilar to the current frame. If the pixel dissimilarity exceeds a
certain threshold (0.02, as in Eq. 10), we mark it as unreliable, and
vice versa. This confidence mapMt is also fed to the CVDV-Net as
input.
Hence, loss function consists of three losses, which are the tem-

poral loss, the disocclusion loss, and the image loss. The temporal
loss ensures that the non-disoccluded pixels in the current frame
must be temporally coherent to the previous frame, and is defined
as:

Lt = |Mt ⊙ (Dt −warp(Dt−1)|. (11)
where Dt and Dt−1 are the current and previous difference images,
respectively; ⊙ denotes the per-pixel multiplication operator; and |.|
denotes the L1 norm. The disocclusion loss regularizes that the disoc-
cluded pixels in the current frame is similar to the results generated
by the CVDI-Net, and is defined as:

Ls = |(1 −Mt ) ⊙ (Dt − D∗
t )|. (12)

where D∗
t is the difference image generated by our still image gen-

erator CVDI-Net. This also implies the CVDI-Net must be trained
before the CVDV-Net. The overall loss function is defined as the
weighted sum of the above two losses and the image loss Limg:

Lvid = Limg + λtLt + λsLs (13)

λt and λs are empirically set to 150 and 5000 in all our experiments,
respectively.

6.2 Training
Unlike the training data of CVDI-Net which only contain still images,
the CVDV-Net requires video samples as the training data to learn
the temporal coherence. We collect 15 videos that contain CVD-
confusing color regions from Youtube, UCF101 dataset [Soomro
et al. 2012], and e-VDS dataset [Culurciello and Canziani 2017].
For each video, we randomly select 57 consecutive frames as the
training input. No groundtruth output video is needed for training
CVDV-Net.
Both CVDI-Net and CVDV-Net are initialized with the Xavier

method [Glorot and Bengio 2010], and optimized using the Adam
optimizer [Kinga and Adam 2015] with (β1, β2) = (1e−3, 0.9). The
learning rate starts at 0.0002 and is decayed exponentially. All our
training and testing are performed in an NVIDIA TITAN 1070 Ti
GPU.
As mentioned above, CVDI-Net must be trained before training

CVDV-Net, as we need the output of CVDI-Net to compute the
disocclusion loss for CVDV-Net. CVDI-Net is trained with a batch
size of 16. CVDV-Net is trained for 100k iterations with a batch
size of 1, where each iteration evaluates 6 consecutive frames. The
training takes about 2 days for CVDI-Net and 36 hours for CVDV-
Net to converge. All images and video frames are resized to 256×256
before feeding to the networks. During the training, the output
image/video pair construction is performedwith 256×256 resolution,
while the original resolution is used during testing.

7 RESULTS AND DISCUSSION
To validate the effectiveness of our method, we tested it on several
videos of different genres. The testing videos are collected from the
UCF101 dataset. We compared our method to the existing methods
in terms of visual quality, quantitative statistics, and user study.

To compare the still image (synthesis) quality, we compare our
method to the state of art visually-shareable still image synthesis
method [Shen et al. 2016]. For video comparison, we compare our
method to the state of art video-to-video translation method [Wang
et al. 2018], and the recent neural-based blind filter approach [Lai
et al. 2018].

While our model is learned in an unsupervised manner, Vid2vid
requires corresponding image pairs to supervise the training. So, we
trained Vid2vid with the same input video as our CVDV-Net. Their
output video pairs for their training are generated by Shen method.
For preparing the result of the CNN-based blind filtering, we first
recolor the input videos using Shen method and then applied the
CNN-based blind filtering on the left and right video sequences
independently. Due to the page limit, we can only show part of the
results and comparison in the paper. Comprehensive video results
can be found in the supplementary materials.

7.1 Visual Comparison
We first evaluate the methods in terms of temporal coherence for
both CVD and normal-vision audiences. To visualize the temporal
coherence for CVD, we pick two frames for comparison. Figure 6
shows the right views of the 56th and 81th frames from all resultant
videos and visualizes them by CVD simulation. Both Shen method
and our still-image CVDI-Net fail to stabilize the banner color even
for a short duration of less than 1.5 seconds. Although Vid2vid and
CNN-based blind filtering alleviate the temporal incoherence, the
color jitters across frames are still observable when one has a closer
look. The blowup area tracks the same banner region over time, and
clearly shows the change of color. On the other hand, our CVDV-
Net successfully preserves the temporal coherence and makes the
banner color stablized throughout the sequence.

To evaluate the temporal coherence for normal-vision audiences,
the linear blending of the left and right videos are considered. Since
all visual-sharing solutions have constrained on the color preser-
vation, the temporal coherence of all methods are satisfactory and
similar. However, since Shen method requires a initialization, the
result is also dependent on the random seed, and thus cannot be
stable across the temporal domain.
Vid2vid and the CNN-based blind filtering may sometimes in-

troduce spatially inconsistent colors for CVD audiences. The right
columns of Figures 7(b)&(c) present the CVD-simulation of their
right frames. We can observe the halo artifact on the white wall
due to the lack of global color consistency constraint in the Vid2vid
and the blind filtering network. So same-color pixels might be trans-
lated to substantially different colors. Furthermore, these two meth-
ods may also fail to preserve color for normal-vision audiences,
as demonstrated in the left subfigures of Figures 7(b)&(c), since
no binocular constraint is imposed during the network training.
The color inconsistency over time is more significant, as we can
observe an obvious movement of the halos and their boundaries. In
contrast, our method is free from those halos in both spatial and
temporal domain. And moreover, our methods can achieve tempo-
ral coherence and global color consistency for both normal-vision
and CVD simulation (Figure 7(d)), thank to the indirect coefficient
formulation.
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(a) Input (b) Shen method (d) Vid2vid (c) CVDI-Net (f) CVDV-Net (e) CNN-based blind filtering 

Fig. 6. Visual comparison on temporal coherence. (a) Input frames 56 & 81. (b)-(f) CVD simulation of right views of competitors’ results. The name of the
competitor method is labeled underneath each figure. To better visualize the color drift, we track the same region over time, and blow up for up-down
comparison.

(a) Input (b) Vid2vid

(d) CVDV-Net (c) CNN-based blind filtering
Linear blending CVD simulation

Linear blending CVD simulation Linear blending CVD simulation

Fig. 7. Visual comparison on global color consistency. There are four pairs (a)-(d) in the figure. In each pair, the left one is in the normal vision and the right
one is the CVD simulation. (a) Input (© e-VDS 2017). (b)-(d): the name of the competitor method is labeled on top of each figure pair.
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Fig. 8. Temporal coherence. (a) Relative warping error (RWE) between CVD-
simulated right frames and CVD-simulated input. (b) RWE between linearly
blended frames and input.

7.2 Quantitative Evaluation
We then perform quantitative evaluations in terms of the tempo-
ral consistency, the color preservation, the color distinguishability,
and the binocular fusibility. Two video sequences, “FIFA” and “Toy,”
presented in Figures 6 and 7, respectively, are analyzed in our ex-
periments.

Temporal Coherence. The temporal coherence for CVD and normal-
vision audiences have to be evaluated with different metrics, due
to their different visual experiences. For CVD audiences, we pro-
pose the relative warping error (RWE), which calculates the ratio
between the temporal frame change δ of the output video O and
that of the input video I , and is defined as

RWEt =
|δ (OCVD

t )|

|δ (ICVDt )| + ϵ
, (14)

where
δ (xt ) = |warp(xt−1) − xt |, (15)

xCVD is the CVD simulation of the image x , and ϵ is a very small
value to avoid division-by-zero. If we plot the RWE against the
time and see a straight horizontal line situates close to 1, it means
the video is highly temporal coherent. On the other hand, if there
exists deviation or fluctuation from the straight line, the video is
less temporally coherent. Figure 8(a) plot the RWE curves of all
compared methods (right frames of all videos). Among all compared
methods, our CVDV-Net gives the best temporal coherence as it
maintains the straightest lines around 1. Vid2vid is the first runner-
up. Though the CNN-based blind filter is designed for removing
temporal incoherence, its performance is worse than Vid2vid (see
“FIFA example”). Shen method and our CVDI-Net are inferior due
to their per-frame computation nature. Shen method performs the
worst due to its random optimization initializations.

The temporal consistency for normal-vision audiences is evalu-
ated by plotting a similar RWE curves, but for the linearly blended
frames (Figure 8(b)). We can see that our CVDI-Net and CVDV-Net
achieves the best temporal coherence (straight lines around 1), be-
cause we have a hard constraint that our linearly blended output
videos are always equal to the input video. Shen method, Vid2vid,
and blind filter are temporal incoherent. Among them, blind filter is
better (see “Toy” example).
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Fig. 9. Color preservation. (a) SSIM between linearly blended frames and
input (b) PSNR between linearly blended frames and input.
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Fig. 10. Color distinguishability and binocular fusability. (a) CCPR differ-
ence between the output and input frames (both in CVD simulation) (b)
Percentage of infusible pixels.

Color Preservation. Wemeasure the color preservation for normal-
vision audiences by evaluating the SSIM and PSNR between the
linearly blended frames and the corresponding input frames. Figures
9(a) and (b) plot the results over time. The higher the SSIM and PSNR
scores are, the more similar the two frames are, and the normal-
vision audiences are less likely to be aware of any color changes.
Note that the maximal score of SSIM is 1, while the maximal score of
PSNR is positive infinite. The SSIM and PSNR of our CVDI-Net and
CVDV-Net achievemaximal scores. Shenmethod, Vid2vid, and blind
filter introduce certain degree of color deviation for normal-vision
audiences. We can observe a great color deviation on the Vid2vid
results since there is no constraint on color preservation during the
network training. Blind filter introduces less color deviation than
Vid2vid due to the constraints by Shen results, but it is still not
visually plausible as ours.

Color Distinguishability. For evaluating the color distinguisha-
bility for CVD audiences, we calculate the CCPR [Lu et al. 2012]
difference between the output and input frames (both in CVD simu-
lation), and plot it in Figure 10(a). Again, we only show the CCPR of
the right videos. Positive CCPR differences indicates that the color
distinguishability has been improved, and vice versa. Higher CCPR
score represents a higher improvement in color distinguishability.
The larger the CCPR score is, the larger the improvement is. In
contrast, negative CCPR means that the color distinguishability is
reduced. Among all, Our CVDV-Net achieves better scores than
Shen method and blind filter. Vid2vid generally output bad results,
even worse than the CVD simulation of the input (negative values

of “Toy” example) because it fails to preserve the color contrast that
exists in the original CVD simulation (e.g., the yellow and gray color
regions inside the blue box in Figure 7).

Binocular Fusibility. The binocular fusibility for CVD audiences is
measured using the binocular vision fusibility predictor (BVCP) [Yang
et al. 2012] and we calculate the percentage of pixels that are in-
fusible. Figure 10(b) plots the results. In the upper plot of Figure 10(b),
all four methods generate complete fusible results. Shen method
sometimes generates infusible regions due to its unstable optimiza-
tion as shown in the lower plot of Figure 10(b). CNN-based blind
filtering inherits the unstable problem of Shen method.

Timing Statistics. We tested CVDV-Net and Vid2vid methods on
an nVidia TITAN 1070 Ti GPU, and Shen method on a PC with
Intel Xeon 3.7GHz CPU and 32GB memory. On average, our CVDV-
Net method takes less than 0.08s to process a 512 × 512 image
frame, which is much faster than 62.2s of the Shen method (CPU
implementation only) and 0.5s of Vid2vid.

7.3 User Study
We also conducted a user study to evaluate our method from the
user perspective. We invited 10 normal-vision individuals and 8
CVD individuals (7 deuteranomalous males and 1 deuteranomalous
female) in the study. For each CVD participant, we first determine
their CVD type via the Ishihara test, for presenting results that tai-
lored for each participant. Six test videos are used in our user study.
Each of them contains confusing colors that are distinguishable to
normal-vision audiences but indistinguishable to CVD audiences.
During the study, videos are presented on a ASUS G750JX laptop
with 3D display, under the ambient illuminance around 200 lux.
The distance between the eyes of the participants and the screen is
around half a meter. CVD participants have to wear NVIDIA P1431
stereoscopic glasses during the experiment, while normal-vision
audiences wear nothing. In this user study, we also compare our
method to Shen method [Shen et al. 2016], CVDI-Net, Vid2vid, and
CNN-based blind filtering [Lai et al. 2018].

Temporal Coherence. We first study the temporal coherence for
both CVD and normal-vision audiences. Firstly, we evaluate how
smooth the videos are as viewed by normal-vision audiences. Videos
generated by different methods are randomly chosen for playing to
the participants. Then participants are asked to rate how smooth
each video is in the scale of [0, 5], with 5 indicating the smoothest.
Figure 11(a) plots the mean (color bar) and the 95% confidence
interval (indicated as black vertical ranges). All methods that con-
sider temporal coherence obtain higher scores, while Shen method
receives the lowest score due to the occasional visual flickering.
Though CVDI-Net does not account for the temporal coherence
explicitly, it receives rather higher score than Shen method. This is
because our difference-image formulation preserves the color for
normal-vision audiences all the time. One-way analysis of variance
(ANOVA) with a significant level of 0.05 also shows that CVDV-Net
is statistically better than still-image solutions, blind filtering, and
Vid2vid method.

The user study of temporal coherence for CVD audiences is con-
ducted similarly, except that CVD participants have to wear the

ACM Trans. Graph., Vol. 38, No. 6, Article 174. Publication date: November 2019.



Colorblind-Shareable Videos by Synthesizing Temporal-Coherent Polynomial Coefficients • 174:9

Fig. 11. Statistics for user study. (a)Temporal coherence (Normal-vision only) (b)Temporal coherence (CVD-vision only) (c) Distinguishability (CVD-vision
only) (d) Color preservation (Normal-vision only) (e) Overall preference (CVD-vision only)

stereoscopic glasses. Figure 11(b) plots the statistics. CVDV-Net
receives the highest scores among all methods. Though Vid2vid
generates temporally coherent results for some of the cases, the
observeable changes of color inconsistent regions lower its score.
According to ANOVA, the outperformance of CVDV-Net is statisti-
cally significant.

Color Distinguishability for CVD audiences. We then evaluate how
well each method improves the color distinguishability of CVD au-
diences. To do so, we first identify two specific objects or regions
in the video that are confusing to CVD audiences. Then we ask the
participants whether they can differentiate the colors of these two
regions. It has been found that even if CVD audiences can differen-
tiate the colors, they still have different degrees of certainty. Instead
of asking the participants to answer yes or no, we ask them to rate
the certainty level of distinguishability in the scale of [0, 5], with
0 being indistinguishable, and 5 means certainly distinguishable.
To avoid bias, we randomly introduce pairs of same-color regions
into the test set. Figure 11(c) plots the statistics. The input video
receives the lowest score due to the indistinguishable color pairs.
Though still-image methods can make these pairs distinguishable
in each frame, it is a different story when the whole video is played
back. The serious flickering obscures the users vision and, hence,
the still-image methods receive rather low score and large deviation
in score. The situation is similar for blind filtering since it cannot
completely fix the flickering problem inherited from the still image
methods. Though Vid2vid generates temporally smooth videos, it
attenuates the color contrast in certain regions where the colors are
originally distinguishable, which lowers their score of distinguisha-
bility. According to ANOVA, CVDV-Net method is significantly
better than the input. There is no statistical difference between all
the recoloring methods.

Color Preservation for Normal Vision Audiences. We further evalu-
ate how well the resultant videos in preserving colors for normal-
vision audiences. No CVD audience takes part in this user study.
In each round, the input video and one of the four resultant videos
are shown to the participants side-by-side on the same screen. Par-
ticipants are asked to rate how each resultant video is similar to
the input, in the scale of [0, 5], with 5 means the most similar and
0 means not similar at all. Figure 11(d) plots the statistics. Our
CVDI-Net and CVDV-Net are of the best rating because of our hard
constraint on color preservation and difference-image formulation.
Vid2vid method is the worst as it lacks of binocular constraints
during the training. Blind filtering is worse than Shen method as
there is no contraint on color preservation expect for the first frame.
According to ANOVA, our two methods statistically outperform
Vid2vid, Shen method and blind filtering.

Overall Preference for CVD audiences. Lastly, we are also interested
in the overall preference of methods for CVD audiences. Before
rating, we brief the participants on the video content and the colors
used so that they have a better understanding of the video. Then
each input video and all its resultant videos are placed on the same
screen for better comparison. We ask CVD participants to rate the
result video in the scale of [0, 5], with 5 being themost preferred. The
statistics are plotted in Figure 11(e). Note that temporal consistency
usually plays an important role in user visual experience. Our CVDV-
Net is themost preferred by CVD audiences, and is statistically better
than other solutions since we explicitly take the temporal coherence
and the binocular constraints into account.

7.4 Comparison between CVDI-Net and Existing
Still-image Method

While we have evaluated how our CVDV-Net outperforms the ex-
isting methods towards generating colorblind-shareable videos, the
still-image component plays an important role to achieve this desir-
able performance. The reason we choose our own still-image net-
work model CVDI-Net, instead of the state-of-the-art Shen method
as our still-image component, is because of the unstable optimiza-
tion of Shen method. Although Hu method [Hu et al. 2019] solves
the instability, their performance is limited by the performance of
Shen method. Furthermore, their results suffer from color incon-
sistency. To evaluate how our CVDI-Net outperforms the existing
methods, we conduct both qualitative and quantitative evaluations
again. But in this phase the test data is still images, instead of videos.
Figure 12 shows an example in which Shen method fails to fulfill
the color preservation and binocular fusibility requirements due to
its unstable optimization. The linear blending of the output image
pair and the binocular fusibility map are shown in the figure. The
binocular fusibility map is computed via BVCP, where pixels marked
in green are binocularly infusible. For some of the cases, Hu method
introduces certain portion of infusible regions, while all pixels in
our CVDI-Net result are fusible (Figure 13).

To compare them quantitatively, we collect 1,000 natural images,
5 colored charts, and 10 Ishihara test images as the testing images.
Similar to our previous quantitative evaluation above, we also mea-
sure the color preservation (SSIM and PSNR), color distinguishability
(CCPR), and binocular fusibility (BVCP) for each test image, and the
average scores are presented in Table 2. Note that this time we are
evaluating on still images, hence we only show the average scores
instead of time-varying plots. From the table, our method and Hu
method perform comparably well in terms of color distinguishability,
and both outperform Shen method in terms of all evaluation metrics.
In terms of binocular fusibility (BVCP), our method receives a better
score than Hu method. Though it seems that the improvement is
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Fig. 12. CVDI-Net vs. Shen method. (a) Input image (© Flickr1M 2018). (b) Shen method. (c) CVDI-Net method.

(a) Input (b) [Hu et al. 2019] (c) CVDI-Net

Fig. 13. CVDI-Net vs. [Hu et al. 2019] method. (a) Input image (© Flickr1M
2018). (b) Fusibility map of Hu method. (c) Fusibility map of CVDI-Net
method.
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Fig. 14. Quantitative evaluation on different number of confusing color
pairs. (a) Improvement of CCPR. (b) Percentage of infusible pixels. (c) SSIM
between linearly blended frames and input. (d) PSNR between linearly
blended frames and the input.

small (from 0.04% to from 0.01%), the percentage is computed by
averaging across the test set. According to our invited CVD partici-
pants, the perceived visual contents of our results are much more
stable for those cases like Figure 13. The superiority also helps to
improve the visual experience for the CVD viewers. All these justify
our employment of CVDI-Net as our still-image component.
We further evaluate the performance of CVDI-Net and Shen

method when the amount of confusing color pairs (CFP) increases.
To do so, we synthesize testing images of 15 configurations. Images
of configuration 1 contain 1 CFP, and images in configuration 2
contain 2 CFPs and so on. Each configuration contains 100 images.
So, we have 1,500 testing images in total. Figure 14 plots the four
metrics, CCPR, BVCP, SSIM, and PSNR. In each plot, we plot the
metric scores against the CFP count. In general, our CVDI-Net sig-
nificantly outperforms Shen method in all metrics. For BVCP, SSIM,
and PSNR, our CVDI-Net is almost unaffected by the CFP count,
while Shen method exhibits instability (BVCP) or consistent degra-
dation (SSIM and PSNR) as the CFP count increases. For CCPR, Shen
method also degrades as the CFP count increases. In contrast, our
CVDI-Net gradually improves in CCPR (color distinguishability) as
the CFP count increases. We believe that the training with synthetic
data further improves the performance of our CVDI-Net .

Fig. 15. Loss curve of different choices of order and fusibility term.

7.5 Ablation Study
The Choice of Polynomial Order and Color Space. To determine

the order of our polynomial formulation, we conduct comparisons
among the first, the second, and the third order polynomials, re-
spectively. The statistics is shown in Table 2. We find that the first
order formulation performs less satisfactorily on enhancing the
color distinguishability and the binocular fusibility due to the lim-
ited solution space. Theoretically, higher order representations have
larger solution spaces and can always improve the results. However,
the second order outperforms the third order formulation in terms
of both CCPR and BVCP. One possible reason is that higher order
representations have more coefficients to train and increases the
difficulty of convergence during training. According to Figure 15,
the loss curve for training CVDI-Net with the third order (the green
curve) is choppier than that for the second order one (the blue curve),
especially during the initialization stage. Note that there is a drop
at around the 30th epoch for both curves. The reason is that some
of the training pairs generated by Shen method fail to preserve the
binocular fusibility, so the fusibility loss remains high in the first
30 epochs. After the 30th epoch, the network starts to optimize for
the fusibility term, so the loss value drops quickly. In the above
experiments, input images are decomposed in the RGB color space.
According to Table 4, there is no significant difference between
using Lab and RGB color spaces in terms of color distinguishability
and binocular fusibility.

Influence of Resizing. As all images and video frames are resized
to 256 × 256 before feeding to the networks, while the learned
coefficients are applied in the input images/frames in the original
resolution for construction. As image resizing may remove high-
frequency details in the original input, we conduct experiment to
evaluate how the resizing affects the quality of CVDI-Net output.
To eliminate the effect of resizing, we resize the 1,015 testing images
to 256 × 256, and regard them as the testing input. We then apply
the same predicted coefficients to them to obtain the 256 × 256
output image pairs. Table 1 shows the quality statistics. Comparing
Tables 2 and 1, our CVDI-Net gives a similar (CCPR) or equal scores
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Table 1. Quantitative comparison on input images (256 × 256 resolution)
without resizing.

CCPR BVCP SSIM PSNR
Input (256 × 256) 0.547 N/A N/A N/A

Shen method (256 × 256) 0.672 3.1% 0.97 59.3
CVDI-Net (256 × 256) 0.688 0.01% 1 ∞

Table 2. Statistical results of Shen method, Hu method, and CVDI-Net with
different choice of order, color space and training data.

Method CCPR BVCP SSIM PSNR
Input 0.576 N/A N/A N/A

Shen method 0.687 3.0% 0.98 63.7
Hu method 0.704 0.04% 1 ∞

CVDI-Net (first order) 0.635 1.3% 1 ∞

CVDI-Net (second order) 0.701 0.01% 1 ∞

CVDI-Net (third order) 0.691 0.2% 1 ∞

CVDI-Net w/o syn 0.694 0.02% 1 ∞

CVDI-Net w/o nat 0.640 0.003% 1 ∞

Table 3. Quantitative comparisons between Yang formulation and Zhang
formulation of binocular fusibility.

CCPR BVCP
[Zhang et al. 2019] Fus. 0.701 0.01%
[Yang et al. 2012] Fus. 0.672 0.09%

(BVCP, SSIM, and PSNR). It still outperforms the Shen method by
similar magnitude. In general, there is no degradation caused by the
resizing.

Natural and Synthetic Training Images. We trained our network
with both natural and synthetic images. Table 2 compares the per-
formances when our network is trained with different training sets.
We can see that, taking away synthetic or natural images, both de-
crease the color distinguishability (lower CCPR). Training without
natural images may improve the fusibility (lower BVCP), but with a
significant drop of color distinguishability. Therefore, training with
both natural and synthetic images is justifiable.

Different Formulations of the Binocular Fusibility Term. We have
evaluated two formulations of binocular fusibility, Yang formula-
tion [Yang et al. 2012] (the original BVCP formulation) and Zhang
formulation [Zhang et al. 2019]. Figure 15 plots the training loss
of both formulations (the purple and the blue curves). Note that,
the two curves are not directly comparable, since the two losses
are computed differently, one with Yang formulation and the other
with Zhang formulation. To compare them fairly, we evaluate their
CCPR and BVCP. It turns out that Zhang formulation achieves better
results as shown in Table 3. Even BVCP is actually the Yang formu-
lation, the network trained with Yang formulation cannot achieve a
better evaluation score. This may be because Yang formulation is
harder to train. Hence, we choose to adopt Zhang formulation in
our work.

Supervised v.s. Unsupervised. While results of Shen method help
our CVDI-Net network during training for early convergence, the
network still fails to generate satisfactory results if the whole train-
ing process is supervised as shown in Table 4. The reason is that
the quality of results of Shen method is unstable.

Table 4. Statistical results of CVDI-Net with different color spaces and
training scheme.

RGB, Unsup. Lab, Unsup. RGB, Sup.
CCPR 0.701 0.705 0.676
BVCP 0.01% 0.03% 2.3%

Table 5. Quantitative comparison between CVDV-Net and a direct opti-
mization with the same loss function.

Method RWE (CVD) CCPR Improv. BVCP
CVDV-Net 0.865 0.034 0.001%
Direct Opt. 0.971 0.032 0.524%
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Fig. 16. Failure case due to largemotion (a) Input frames. (b) CVD simulation
of the right frame generated by the CVDV-Net.

Training v.s. Direct Optimization. The reason we propose a deep
learningmethod instead of a standard optimization technique to gen-
erate videos is that the random initialization in direct optimization
may produce results of instable quality due to the non-convexity
of the loss function. With the guidance of the CVDI-Net, we can
learn a desired mapping from the input videos to high-quality out-
put videos. Here, we also conduct comparisons between a direct
optimization and the CVDV-Net. Except for the first frame whose
output is generated by the CVDI-Net, the direct optimization op-
timizes for the same loss function as we train the CVDV-Net to
synthesize each frame. To reduce the impact of bad initialization, we
initialize the polynomial coefficients of each frame with the output
coefficients of the previous frame. Table 5 shows the quantitative
comparisons on the 6 videos we used in the user study. Note that we
do not show the metrics for normal-vision viewers since the color
preservation is a hard constraint using the setting of the difference
image. Our CVDV-Net outperforms the direct optimization in terms
of all evaluated metrics.

7.6 Limitation
Due to the lack of CVD-confusing videos, our current training
dataset only contains 15 videos, which limits the ability of our
CVDV-Net to handle confusing color combinations that are not
present in the dataset. Moreover, we use the optical flow generated
by FlowNet2 to identify pixel correspondence. Thus, our method
may fail to preserve the temporal coherence when the optical flow
is mistakenly estimated, e.g. the large motion in Figure 16 leads to
incorrect optical flow estimation, which in turn leads to the failure
to maintain the color inconsistency. Currently, we assume the BVCP
can be applied to measure the binocular fusibility of CVD audiences.
However, BVCP is originally designed for normal-vision people, and
it may not be accurate for CVD audiences.

ACM Trans. Graph., Vol. 38, No. 6, Article 174. Publication date: November 2019.
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8 CONCLUSION
In this paper, we propose a framework for generating temporal-
coherent and visually shareable videos between CVD and normal-
vision audiences. To achieve the color consistency, we propose
to indirectly synthesize the video frames through generating the
temporal-coherent polynomial coefficients, instead of directly gen-
erating the video frame pixels. This approach effectively maintains
the color consistency as well as the temporal coherence. We utilize
a convolutional neural network to generate the temporal-coherent
polynomial coefficients, and achieve high quality in all metrics as
well as high-speed performance.

Current network architecture only tackles a specific type and
severity of CVD audiences. Different types and severities of CVD
audiences need to be trained individually. In our future work, we can
explore how to incorporate various types and severities into network
training. Moreover, our current network still cannot achieve real-
time performance, we are interested in further accelerating the
speed for real-time colorblind-shareable video generation.
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